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Context
• Statistical post-processing 

(extreme value modelling) of a 
large sea-states data-set        
~ 20GB : 4 variables (Hs,Tp,Tm,Dir), 52 
physical years, hourly records, ~4k sites 

•  Marginal transformations, 
Spatial models fitting, Semi-
parametric space-time 
processes uplift and 
simulation 

 Resource demanding & 
Binary (netcdf) file(s)
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ncdf4
• http://cran.r-project.org/web/packages/ncdf4/index.html 

• Install require ncdf4 or 3 or both. 

• Provides a high-level R interface to netCDF data files. 

• Data-set can be read/write following a multidimensional 
index 

 Limit memory overflows 

 Select only piece of data set you are interested in.
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##################!
# READ Procedure #!
##################!
!
in.nc <- nc_open(filename = maxfile, readunlim = FALSE)!
!
var <- variable!
  !
Y.t <- ncvar_get(nc = in.nc, varid = paste(var,"t",sep="."), start = 1, 
count = -1)!
U.t <- ncvar_get(nc = in.nc, varid = paste("u",var,"t",sep="."), start = 
1, count = -1)!
  !
m.bool <- (Y.t > U.t)!
Z.t <- pmax(Y.t,U.t)!
!
nc_close(nc = in.nc)
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###################!
# WRITE Procedure #!
###################!
node <- …!
time <- …!
!
# Define dimensions of new file!
dimNode <- ncdim_def("node", "count", node)!
dimTime <- ncdim_def("time", units.time, time,unlim=TRUE)!
!
# Define variables of new file!
varThres <- ncvar_def(“var1”,””,dimNode,missval=missval)!
varGamma <- ncvar_def(“var2”,"",c(dimNode,dimTime),missval=missval)!
varScale <- ncvar_def(“var3”,”",c(dimNode,dimTime),missval=missval)!
!
# Create file with associated dimensions!
out.nc <- nc_create(out.nc.path,list(varThres,varGamma,varScale))!
!
# fill in file!
ncvar_put(out.nc,varThres,thres1D,start=1,count=-1)!
for (t in 1:length(dimTime)) {!
! gamma1D <- …!
! scale1D <- …!
! ncvar_put(out.nc,varGamma,gamma1D,start=c(1,t),count=c(-1,1))!
! ncvar_put(out.nc,varScale,scale1D,start=c(1,t),count=c(-1,1))!
}!
!
# Close file!
nc_close(out.nc)
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Rmpi
• http://cran.r-project.org/web/packages/Rmpi/index.html 

• Install require OpenMPI (I observed some issues with intelMPI) 

• Provides a high-level R interface to MPI APIs + management of Master/slaves 

• Workflow can be decomposed on several NODES of an HPC Cluster. My use : 
6 nodes, 96 cores, 128GB RAM / node + a high capacity shared file system 
(IBM GPFS).  

 Data domain decomposition. In statistics, methods are often marginally 
constructed, making them highly suitable for parallelisation. 

 Time gain can reach a factor of n : the number of cores used. 

 Workload decomposition. Action of decomposing the independent 
instructions -> not covered in this presentation.
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3 ways of //
##################!
# 1 Brute Force: #!
##################!
mpi.spawn.Rslaves(nslaves=10)  
if (mpi.comm.size() != 11) {      
 print("Please initialize an MPI cluster of at least 10 processors.")      
 print("Then, try again")      
 mpi.quit()      
} 
———————————————————————————————————————————————————————————————————————————————————————————————— 
# Function the children will call to perform a validation on the # fold equal to their child number.  
foldslave <- function() {  
 result <- double(p)   
 for (i in 1:p) { […] } 
} 
#---------------------------------------------------------------# 
# We're in the parent. 
# first make some data  
n <- 1000    ; p <- 30               
# Create data as a set of n samples of p independent variables,  
# make a "random" beta with higher weights in the front.  
# Generate y's as y = beta*x + random  
x <- matrix(rnorm(n*p),n,p)  
beta <- c(rnorm(p/2,0,5),rnorm(p/2,0,.25))  
y <- x %*% beta + rnorm(n,0,20)  
thedata <- data.frame(y=y,x=x)  
fold <- rep(1:10,length=n)  
fold <- sample(fold)  
  
# Now, send the data to the children  
mpi.bcast.Robj2slave(thedata)  
mpi.bcast.cmd(foldNumber <- mpi.comm.rank())  
mpi.bcast.Robj2slave(p)  !
# Send the function to the children  
mpi.bcast.Robj2slave(foldslave)  !
# Call the function in all the children, and collect the results  
rssresult <- mpi.remote.exec(foldslave())  
# plot the results  
plot(apply(rssresult,1,mean)) 
————————————————————————————————————————————————————————————————————————————————————————————————  
# close slaves and exit  
mpi.close.Rslaves() mpi.quit(save = "no") 7



3 ways of //
################!
# 2 Task push: #!
################!
[…]!
———————————————————————————————————————————————————————————————————————————————————————————————— 
slavefunction <- function() { 
    # Get a task 
    task <- mpi.recv.Robj(mpi.any.source(),mpi.any.tag()) 
    task_info <- mpi.get.sourcetag() 
    tag <- task_info[2] !
    # While task is not a "done" message.  Note the use of the tag to indicate 
    # the type of message 
    while (tag != 2) { 
        perform task, and create results to send to parent !
        # Send results to master 
        mpi.send.Robj(results,0,1) !
        # Get another task 
        task <- mpi.recv.Robj(mpi.any.source(),mpi.any.tag()) !
        task_info <- mpi.get.sourcetag() 
        tag <- task_info[2] 
        } 
  
    # Send a message to master indicating the the slave has finished doing tasks. 
    # Note the use of the tag as an indicator to tell the type of message 
    junk <- 0 
    mpi.send.Robj(junk,0,2) 
} 
#---------------------------------------------------------------# !
# Task assignment 
tasks <- ... 
# Create a round-robin list of which slave to give each task  
n_slaves <- mpi.comm.size()-1  
task_assignees <- rep(1:n_slaves, length=length(tasks)) !
# Send tasks to slaves  
for (i in 1:length(tasks)) { mpi.send.Robj(tasks[[i]], task_assignees[i], 1) } !
# Collect the results  
for (i in 1:length(tasks)) {  
 task_result <- mpi.recv.Robj(mpi.any.source(),mpi.any.tag())  
 # Incorporate task_result into some data structure or however you're storing results  
} 
# Note: you could keep creating and sending more tasks out and collecting more results 
———————————————————————————————————————————————————————————————————————————————————————————————— 
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3 ways of //
##################!
# 3 Task Pull: #!
##################!
[…]!
———————————————————————————————————————————————————————————————————————————————————————————————— 
slavefunction <- function() {  
 # Note the use of the tag for sent messages:  
 # 1=ready_for_task, 2=done_task, 3=exiting  
 # Note the use of the tag for received messages:  1=task, 2=done_tasks  
 junk <- 0 ; done <- 0  
 while (done != 1) { # Signal being ready to receive a new task  
  mpi.send.Robj(junk,0,1) 
  # Receive a task  
  task <- mpi.recv.Robj(mpi.any.source(),mpi.any.tag())  
  task_info <- mpi.get.sourcetag()  
  tag <- task_info[2] 
  if (tag == 1) { # perform the task, and create results ; send the results back as a task_done 
   mpi.send.Robj(results,0,2)  
  } else if (tag == 2) { # Master is saying all tasks are done. Exit  
   done <- 1  
  } # Else ignore the message or report an error  
 } 
 # Tell master that this slave is exiting. Send master an exiting message  
 mpi.send.Robj(junk,0,3)  
} 
#---------------------------------------------------------------# 
# Create list of tasks and store in 'tasks'  
junk <- 0 ; closed_slaves <- 0 ;  n_slaves <- mpi.comm.size()-1 !
while (closed_slaves < n_slaves) { # Receive a message from a slave  
 message <- mpi.recv.Robj(mpi.any.source(),mpi.any.tag())  
 message_info <- mpi.get.sourcetag()  
 slave_id <- message_info[1]  
 tag <- message_info[2] 
 if (tag == 1) {  
  # slave is ready for a task. Give it the next task, or tell it tasks are done if there are none.  
  if (length(tasks) > 0) {  
   # Send a task, and then remove it from the task list  
   mpi.send.Robj(tasks[[1]], slave_id, 1); tasks[[1]] <- NULL  
  } else {  
   mpi.send.Robj(junk, slave_id, 2)  
  }  
 } else if (tag == 2) {  
  # The message contains results. Do something with the results. You might store them in a data structure, or do some 
other processing. You might even create more tasks and add them to the end of the tasks list if you like in order to have 
these sub-tasks done by the  slaves  
 } else if (tag == 3) {  
  # A slave has closed down.  
  closed_slaves <- closed_slaves + 1  
 } 
 } 
———————————————————————————————————————————————————————————————————————————————————————————————— 
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Tips
###########################!
# Execution from terminal #!
###########################!
export R_HOME_DIR=/install/shared/intel-soft/math/R/BUILD/R-3.1.0/lib64/R!
export R_PROFILE=${R_HOME_DIR}/library/Rmpi/Rprofile!
!
mpirun -np 96 R --no-save -q <  Pfitmaxstab.R!
!
!
!
###########################!
# Use of profiling tools  #!
###########################!
https://tgmstat.wordpress.com/2013/09/25/profiling-r-code/!
!
!
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Questions ?


